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Neural ODEs as the deep limit of ResNets
Part I: Intro to machine learning and deep learning
Benny Avelin (J. work with Kaj Nyström)

Overview
What are the core concepts of machine learning
How do we formulate it mathematically
Short intro to deep learning
Stochastic Gradient Descent

In [42]: %matplotlib inline
dotcolor='darkturquoise'
graphcolor='darkslategray'
regionalpha=0.2
def plot_1():
import numpy as np
import matplotlib.pyplot as plt
np.random.seed(30)
x = np.random.normal(-1,1,size=15)
eps = np.random.normal(0,0.6/100,size=15)
x.sort()
y = -x**2/100+eps

fig, axs = plt.subplots(1,2,figsize=(10,5))
axs[0].scatter(x,y,color=dotcolor)
axs[1].scatter(x,y,color=dotcolor)
x_graph = np.linspace(np.min(x)-0.1,np.max(x)+0.1,100)
axs[1].plot(x_graph,-x_graph**2/100,color=graphcolor)
axs[1].fill_between(x_graph,-x_graph**2/100-1.96*1/100, -x_grap
h**2/100+1.96*1/100,color=graphcolor,alpha=regionalpha)
axs[0].set_title('Data')
axs[1].set_title('Model and Data')
plt.show()
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Machine learning basics
Building models: what is extraction of information from data?
Central terms
Model 𝑚 , "extracted knowledge"
Model Set / Model Structure , with a certain complexity
Information - Data 𝑍
Estimation - Validation (Learning - Generalization)
Model fit: Agreement between model output and measured data

In [43]: plot_1()
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In [55]: def plot_2():
import numpy as np
import matplotlib.pyplot as plt
np.random.seed(30)
x = np.random.normal(-1,1,size=15)
eps = np.random.normal(0,0.6/100,size=15)
# We need to sort since when plotting
# we are connecting subsequent points with lines.
# When sorting we make sure that
# the plot is a graph where the x-coordinate is increasing.
x.sort()
y = -x**2/100+eps
def make_order_7(inpt):
return np.stack([inpt,inpt**2,inpt**3,inpt**4,inpt**5,inpt*
*6,inpt**7,inpt**8,inpt**9,inpt**10],axis=1)
x123 = make_order_7(x)
x123_plot = make_order_7(np.linspace(np.min(x),np.max(x),1000))
from sklearn.linear_model import LinearRegression
lr = LinearRegression()
lr.fit(x123,y)
fig, axs = plt.subplots(1,3,figsize=(15,5))
axs[0].scatter(x,y,color=dotcolor)
axs[1].scatter(x,y,color=dotcolor)
x_graph = np.linspace(np.min(x),np.max(x),100)
axs[1].plot(x_graph,-x_graph**2/100,color=graphcolor)
#axs[2].plot(x,y,color='red')
axs[2].plot(x123_plot[:,0],lr.predict(x123_plot),color='red')
axs[2].scatter(x,y,color=dotcolor)
axs[0].set_title('Data')
axs[1].set_title('Data + Well-fitted Simple Model')
axs[2].set_title('Data + Over-fitted Complex Model')
plt.show()

Well fitted vs not
Good model fit is not necessarily what you want
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In [56]: plot_2()

A good model fit on new data is what you want

Supervised learning
Supervised learning means that we supervise "learning" by providing a "label" or
"target".

Classification
Image classification: x-image, y-class. Could be object identification like saying "this is the image of
a cat".
Text classification: Given a snippet of text, what is its subject?

Regression
What is the weight of a person given the height? x-height, y-length.
Object location: Given that you have an image with a ball in it, where in the image is the ball.

How do we formulate this mathematically?

file:///Users/avelin/git/Helsinki-Sep-2019/Seminar%20P1.html

Page 4 of 17

Seminar P1

2019-09-10, 16)15

Risk & hypothesis
Let us consider data (𝑥, 𝑦)

∼ 𝜇, where 𝑥 ∈ ℝ𝑛 and 𝑦 ∈ ℝ𝑚 .

A hypothesis is a function ℎ

A loss-function 𝐿

: ℝ𝑛 → ℝ𝑚

: ℝ𝑚 × ℝ𝑚 → ℝ+
𝑅(ℎ) = 𝔼𝜇 [𝐿(ℎ(𝑥), 𝑦)] ,

Given a data-set 𝐷

𝐑𝐢𝐬𝐤

= {(𝑥1 , 𝑦1 ), … (𝑥𝑁 , 𝑦𝑁 )} which are sampled i.i.d. from 𝜇 we also define
𝑁
1
[𝐿(ℎ(𝑥𝑖 ), 𝑦𝑖 )] , 𝐄𝐦𝐩𝐢𝐫𝐢𝐜𝐚𝐥 𝐑𝐢𝐬𝐤
𝑅𝑒𝑚𝑝,𝐷 (ℎ) =
𝑁 ∑
𝑖= 1

Call a set of hypothesis  , the hypothesis space

Goal
Find ℎ∗

∈  such that

𝑅(ℎ∗ ) = min 𝑅(ℎ),


𝐑𝐢𝐬𝐤 𝐦𝐢𝐧𝐢𝐦𝐢𝐳𝐚𝐭𝐢𝐨𝐧

We dont have access to 𝜇 but we have access to a given data-set 𝐷 , we could try to find ℎ∗𝐷
such that

∈

∗ ) = min 𝑅
𝑅𝑒𝑚𝑝,𝐷 (ℎ𝐷
𝑒𝑚𝑝,𝐷 (ℎ)


We cannot find ℎ∗𝐷 in general. Instead we try to find ℎ
possible
∗) ≤ 𝑅
𝑅𝑒𝑚𝑝,𝐷 (ℎ𝐷
𝑒𝑚𝑝,𝐷 (ℎ),
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Generalization
The generalization gap is the diﬀerence between 𝑅(ℎ) and 𝑅𝑒𝑚𝑝,𝐷 (ℎ), we would like to know that

ℙ sup |𝑅(ℎ) − 𝑅emp (ℎ)| > 𝜖
[ℎ∈
]

is small

We are taking the probability over data-sets 𝐷 of size 𝑁 sampled i.i.d. from 𝜇.

Brief history of Neural Networks
Inspired by working theories of the brain, Pitts and McCulloch (1943) developed a "Threshold Logic
Unit (TLU)" as a way to describe an artificial neuron. Using binary inputs and outputs:

+1
ℎ(𝑥) = {
0

if 𝑤 ⋅ 𝑥 ≥ 𝑏
𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

∈ {0, 1}𝑛 and 𝑤 ∈ ℝ𝑛 , 𝑏 ∈ ℝ . One says that the "neuron" that is represented by ℎ "fires" if
ℎ = 1. 𝑤 is the weights and 𝑏 is usually called the bias (threshold).
For 𝑥
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Brief history
In 1953 Rosenblatt invented the perceptron algorithm which is based on the TLU's and was
eventually implemented as a machine.
A network of TLU's can represent any boolean function.
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In [1]: import numpy as np
def gen_data(n_points=500,sep=1):
np.random.seed(1)
X1 = np.random.normal(size=(n_points,2))+np.array([1,1])
X2 = np.random.normal(size=(n_points,2))+np.array([-1,-1])
Xall = np.concatenate([X1,X2],axis=0)
Yall = (np.dot(Xall,np.array([1,1])) > 0)*1
Xall = Xall + np.array([1,1])*0.2*(2*Yall.reshape(-1,1)-1)
return Xall,Yall
Xall, Yall = gen_data()
def plot_3():
import matplotlib.pyplot as plt
plt.figure(figsize=(8,8))
positive_indices = (Yall == 1)
dotsize=80
plt.fill([-4.5,-4.5,4.5], [4.5,-4.5,-4.5], color='lightseagreen
', alpha=0.5)
plt.fill([-4.5,4.5,4.5], [4.5,4.5,-4.5], color='bisque', alpha=
0.5)
plt.scatter(Xall[positive_indices,0],
Xall[positive_indices,1],
color='darkkhaki',
alpha=0.5,
s=dotsize,linewidths=0)
plt.scatter(Xall[~positive_indices,0],
Xall[~positive_indices,1],
color='slategray',
alpha=0.5,
s=dotsize,linewidths=0)
plt.plot([-4.5,4.5],[4.5,-4.5],color='black',lw=1)
plt.xlim([-4.5,4.5])
plt.ylim([-4.5,4.5])

If we allow other than 0,1 as 𝑥
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In [3]: plot_3()

Modern neural networks
The main diﬀerence is that the heaviside function is replaced by a smooth "activation" function,
usually the so called sigmoid

𝜎(𝑥) =

1
1 + 𝑒−𝑥

A TLU where we replace the activation with 𝜎 is called an artificial neuron.

In [10]: import numpy as np
import matplotlib.pyplot as plt
x = np.linspace(-10,10,100)
y = 1/(1+np.exp(-x))
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In [11]: plt.figure(figsize=(8,8))
plt.plot(x,y)
plt.show()

Modern neural networks
A single artificial neuron can then be represented as

ℎ(𝑥) = 𝜎(𝑤 ⋅ 𝑥 + 𝑏)

A simple network of these neurons are called a feed forward neural network with a single hidden layer,
and it can be written as

𝑓(𝑥) =
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Modern neural networks
In the context of neural networks we let 𝜎
componentwise. Denote

then we can write 𝑓 as

: ℝ → ℝ and with 𝜎(𝑥) where 𝑥 ∈ ℝ𝑛 , we apply 𝜎
𝑊 𝑇 = (𝑤1 , … , 𝑤𝑘 )
𝐵𝑇 = (𝑏1 , … , 𝑏𝑘 )
𝑣𝑇 = (𝑣1 , … , 𝑣𝑘)

𝑓(𝑥) = 𝑣𝑇 𝜎(𝑊 𝑥 + 𝐵)

In fact if we introduce 𝑊 (1) , 𝐵(1) , 𝑊 (2) , 𝐵(2) we can consider

𝑓 (1) (𝑥) = 𝜎(𝑊 (1) 𝑥 + 𝐵(1) )
𝑓 (2) (𝑥) = 𝜎(𝑊 (2) 𝑓 (1) (𝑥) + 𝐵(2) )
𝑓(𝑥) = 𝑣𝑇 𝑓 (2) (𝑥)
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Modern neural networks
Looping back to our previous excursion in hypothesis and risk minimization, we see that 𝑓 is now an
Hypothesis and the set of all 𝑓 when 𝑣, 𝑊 (𝑗) , 𝐵(𝑗) takes values in the canonical ℝ𝑙 space gives
.

Recall
Given a data-set 𝐷
minimize

= {(𝑥1 , 𝑦1 ), … (𝑥𝑁 , 𝑦𝑁 )} which are sampled i.i.d. from 𝜇. We want to
𝑁

1
[𝐿(ℎ(𝑥𝑖 ), 𝑦𝑖 )] .
min 𝑅𝑒𝑚𝑝,𝐷 (ℎ) = min
ℎ∈
ℎ∈ 𝑁 ∑
𝑖= 1
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But we have parametrized  with our choice of hypothesis.

𝑅𝑒𝑚𝑝,𝐷 is now a function from ℝ𝑙 to ℝ+ .

We minimize using gradient descent.

Gradient Descent
The gradient of 𝑅𝑒𝑚𝑝,𝐷 is the mean of 𝑁 gradients. The gradient w.r.t. the parameters for each
datapoint (𝑥𝑖 , 𝑦𝑖 ) is fairly easy but 𝑙 can be very large!
To do a single gradient step we have to compute 𝑁 very large gradients, this can be ineﬀective +
memory intense.

Modern networks can have up to 108 parameters which is 800Mb for a single gradient. ## Solution
Compute the gradient on a randomly sampled set of the data, called a mini-batch and take a step.
This is called (mini-batch) Stochastic Gradient Descent.
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Li, Xu, Taylor, Studer, Goldstein, 2017

SGD Continuous model (Li, Tai, Weinan,
2017,2018)
Under some growth+regularity assumptions:

‾‾‾‾‾
𝑑𝑋𝑡 = −∇𝑓(𝑋𝑡 )𝑑𝑡 + √‾𝛼Σ(
𝑋𝑡‾)𝑑𝑊𝑡

is an order 1 weak approximation of the SGD.

Fokker-Planck

‾‾‾‾‾
𝑑𝑋𝑡 = −∇𝑓(𝑋𝑡 )𝑑𝑡 + √‾𝛼Σ(
𝑋𝑡‾)𝑑𝑊𝑡

has a corresponding density 𝜌(𝑥, 𝑡) (for 𝑋𝑡 ) that satisfies the Fokker-Planck equation

∂𝜌
𝛼
= ∇ ⋅ (∇𝑓𝜌 + ∇ ⋅ (Σ𝜌))
∂𝑡
2
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If Σ = 𝜎𝐼 and 𝑓 is convex (at infinity) then the SDE becomes the stochastic gradient flow
equation on the potential 𝑓 . The corresponding Fokker planck equation.

∂𝜌
𝜎𝛼
= ∇ ⋅ (∇𝑓𝜌 +
∇𝜌)
∂𝑡
2
Has the following stationary solution
2

𝜌 = 𝑒− 𝜎𝛼 𝑓

Gradient flow
Consider the transformation
2

𝜌1 = 𝑒 𝜎𝛼 𝑓 𝜌,
Multiply by a compactly supported test function 𝜙
2

𝑑𝜇 = 𝑒− 𝜎𝛼 𝑓 𝑑𝑥

∈ 𝐶0∞ , no time dependence, then for

∂𝜌1
𝜎𝛼 2
𝜙𝑑𝜇 =
∇ ⋅ ( 𝑒− 𝜎𝛼 𝑓 ∇𝜌1 ) 𝜙𝑑𝑥
∫ ∂𝑡
∫
2
We can perform the integration by parts on the right hand side and get

∂𝜌1
𝜎𝛼
𝜙𝑑𝜇 = −
∇𝜌1 ⋅ ∇𝜙𝑑𝜇
∫ ∂𝑡
∫ 2
Rescaling the time variable leads to a heat equation w.r.t. the measure 𝑑𝜇

∂𝜌1
𝜙𝑑𝜇 = − ∇𝜌1 ⋅ ∇𝜙𝑑𝜇
∫ ∂𝑡
∫
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Conclusion
Our stochastic gradient flow on 𝑓 gives rise to a gradient flow of the Dirichlet energy

𝐸(𝜌) =

1
|∇𝜌|2 𝑑𝜇
2∫

in 𝐿2𝜇 .
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Neural ODEs as the deep limit of ResNets
Part II: ResNets, Neural ODEs and limits
Benny Avelin (J. work with Kaj Nyström)

Overview
What is a ResNet
What is a Neural ODE
What is the limit in the title?
What are our results?

ImageNet Large Scale Visual Recognition
Challenge
(ILSVRC or ImageNet)

Over 14 Million hand annotated images, more than 20,000 categories.
Ran 2010-2017
(https://commons.wikimedia.org/wiki/File:ImageNet_error_rate_history_(just_systems).svg#/media/File:Image
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(https://commons.wikimedia.org/wiki/File:ImageNet_error_rate_history_(just_systems).svg#/media/File:Image
By Gkrusze (//commons.wikimedia.org/w/index.php?title=User:Gkrusze&action=edit&redlink=1) Own work, CC BY-SA 4.0 (https://creativecommons.org/licenses/by-sa/4.0), Link
(https://commons.wikimedia.org/w/index.php?curid=69750373)
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2015 winner, ResNet
He, Zhang, Ren, Sun

ResNet

Call 𝑦𝑛−1 as the input
Call  as the weight+relu+weight with weights 𝜃𝑛−1 .
Call 𝜎 the ReLU

𝑦𝑛 = 𝜎(𝑦𝑛−1 + (𝑦𝑛−1 , 𝜃𝑛−1 )

ResNet
this is almost a discrete ODE, lets remove the outer ReLU
Euler discretization of the ODE

file:///Users/avelin/git/Helsinki-Sep-2019/Seminar%20P2.html
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NeuralODEs (2018)
Chen, Rubanova, Bettencourt, Duvenaud

𝑦˙𝑡 = 𝑓(𝑦𝑡 , 𝑡, 𝜃)

𝑓 is the network
𝑦 is the ODE solution
𝜃 are the parameters

Problem is that if we discretize this and want to compute the gradient, the memory requirements
scales with the number of time steps!
Their idea, use an adjoint ODE to compute the gradient of the loss, constant memory req.

Deep limit
Q: Does the SGD for ResNet converge to the SGD for the Neural ODE as the number of
layers tend to infinity?

Finite layer version

𝑥𝑖+(𝑁)1 (𝑥, 𝜃) = 𝑥𝑖(𝑁) (𝑥, 𝜃) +
𝑥0(𝑁) (𝑥, 𝜃) = 𝑥.
Limit problem (Neural ODE)

Corresponding risks

1
𝑓𝜃 (𝑥𝑖(𝑁) (𝑥, 𝜃)), 𝑖 = 0, … , 𝑁 − 1,
𝑁

𝑥˙ (𝑡) = 𝑓𝜃 (𝑥(𝑡)), 𝑡 ∈ (0, 1], 𝑥(0) = 𝑥,

(𝑁)
(𝑁) (𝜃) := 𝔼(𝑥,𝑦)∼𝜇 [‖𝑦 − 𝑥𝑁
(𝑥, 𝜃)‖2 ] + 𝛾𝐻(𝜃)
(𝜃) := 𝔼(𝑥,𝑦)∼𝜇 [‖𝑦 − 𝑥(1, 𝑥, 𝜃)‖2 ] + 𝛾𝐻(𝜃).

𝐻 is a convex penalization.
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The corresponding SGD approximation

𝑑𝜃𝑡(𝑁) = −∇(𝑁) (𝜃𝑡(𝑁) ) + Σ𝑑𝑊𝑡 ,
𝑑𝜃𝑡 = −∇(𝜃𝑡 ) + Σ𝑑𝑊𝑡 ,

for 𝑡

∈ [0, 𝑇 ] .

(𝑁)

Q: In what sense does 𝜃𝑡

→ 𝜃𝑡 ?

Thm (A, Nyström):
There exists a penalization 𝐻 such that

sup ‖𝜃𝑡 − 𝜃𝑡(𝑁) ‖ → 0

𝑡∈[0,𝑇]

𝔼[(𝜃𝑇 )] < ∞,

(𝑁)

Q: Can we infer anything about 

in probability as 𝑁 → ∞

𝔼[(𝑁) (𝜃𝑇(𝑁) )] < ∞.

(𝜃(𝑁)
𝑇 ) → (𝜃𝑇 ) ?

The problem is the interplay between the rapid growth of  and we seem to loose control of the
diﬀerence.

One could argue that this problem is purely academic, in reality we are working with numbers that
have a maximum representable value.

Additional assumption (Capped model)

(𝑁)
̃ (𝜃) := 𝔼(𝑥,𝑦)∼𝜇 [‖𝑦 − 𝑥(𝑁) (1, 𝑇Λ (𝜃))‖2 ] + 𝛾𝐻(𝜃),
̃ (𝜃) := 𝔼(𝑥,𝑦)∼𝜇 [‖𝑦 − 𝑥(1, 𝑇Λ (𝜃))‖2 ] + 𝛾𝐻(𝜃),

𝐻 is a convex potential with quadradic growth.
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Thm (A, Nyström): (Capped Model)
(𝑁)

Assume that the initial density 𝑝0 of 𝜃𝑡 , 𝜃𝑡

is compactly supported, then

(𝑁)
−1
sup ‖
‖𝔼[𝜃𝑡 − 𝜃𝑡 ]‖
‖ ≤ 𝑐𝑁 ‖𝑝0 ‖2 ,

𝑡∈[0,𝑇]

(𝑁)
sup ∣∣𝔼[̃ (𝜃𝑡 ) − ̃ (𝜃𝑡(𝑁) )]∣∣ ≤ 𝑐𝑁 −1 ‖𝑝0 ‖2 .

𝑡∈[0,𝑇]

(𝑁)

Let 𝑝(𝜃, 𝑡), 𝑝(𝑁) (𝜃) be the probability densities of 𝜃𝑡 , 𝜃𝑡

∫

𝐵(0,2

𝑘+ 1

∫

𝑒𝛾𝐻(𝜃)/4 |𝑝(𝜃, 𝑇 ) − 𝑝(𝑁) (𝜃, 𝑇 )| 𝑑𝜃 ≤ 𝑐𝑁 −1 ‖𝑝0 ‖2 ,

ℝ𝑚

𝑘

̃2

𝑒𝛾𝐻(𝜃)/4 |𝑝(𝜃, 𝑇 ) − 𝑝(𝑁) (𝜃, 𝑇 )| 𝑑𝜃 ≤ 𝑐𝑒−2 𝑅0 /𝑇 𝑁 −1 ‖𝑝0 ‖2 ,

𝑅̃ 0 )∖𝐵(0,2𝑘 𝑅̃ 0 )
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Cifar10
60000 32x32 colour images in 10 classes, with 6000 images per class

Numerical experiment
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