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Abstract.— Markov chain Monte Carlo (MCMC) is a methodology that is gaining widespread use in the phylogenetics
community and is central to phylogenetic software packages such as MrBayes. An important issue for users of MCMC
methods is how to select appropriate values for adjustable parameters such as the length of the Markov chain or chains,
the sampling density, the proposal mechanism, and, if Metropolis-coupled MCMC is being used, the number of heated
chains and their temperatures. Although some parameter settings have been examined in detail in the literature, others
are frequently chosen with more regard to computational time or personal experience with other data sets. Such choices
may lead to inadequate sampling of tree space or an inefficient use of computational resources. We performed a detailed
study of convergence and mixing for 70 randomly selected, putatively orthologous protein sets with different sizes and
taxonomic compositions. Replicated runs from multiple random starting points permit a more rigorous assessment of
convergence, and we developed two novel statistics, δ and ε, for this purpose. Although likelihood values invariably
stabilized quickly, adequate sampling of the posterior distribution of tree topologies took considerably longer. Our results
suggest that multimodality is common for data sets with 30 or more taxa and that this results in slow convergence and
mixing. However, we also found that the pragmatic approach of combining data from several short, replicated runs into a
“metachain” to estimate bipartition posterior probabilities provided good approximations, and that such estimates were no
worse in approximating a reference posterior distribution than those obtained using a single long run of the same length as
the metachain. Precision appears to be best when heated Markov chains have low temperatures, whereas chains with high
temperatures appear to sample trees with high posterior probabilities only rarely. [Bayesian phylogenetic inference; heating
parameter; Markov chain Monte Carlo; replicated chains.]

Bayesian phylogenetic analysis implemented via
Markov chain Monte Carlo (MCMC) is gaining
widespread use in the phylogenetics and systemat-
ics communities (Huelsenbeck et al., 2001; Larget and
Simon, 1999; Li et al., 2000; Mau et al., 1999; Rannala
and Yang, 1996; Yang and Rannala, 1997). The core of
Bayesian methodology, as it applies to a broad range
of applications including phylogenetic inference, can
be summarized in the following steps (see also text by
Gelman et al., 2004):

• construction of a sampling distribution, p(D|θ ), which
defines the putative distribution of possible obser-
vations D given unknown parameters θ ,

• construction of a prior distribution, p(θ ), which ex-
presses what is known or believed about the param-
eters θ prior to observing the data,

• analytic determination of the posterior distribution,
p(θ |D), using Bayes’ rule and given actual observa-
tions D,

• sampling of the posterior distribution (possibly
using MCMC) and estimation of certain desired
probabilities (such as bipartition probabilities in
phylogenetics) based on this sample. This step is
known as Monte Carlo estimation and it is per-
formed only if analytic determination of the required
probability is difficult or impossible.

The sampling distribution and the prior distribution
together constitute a Bayesian model. In fact, the above
methodology can be generalized to allow for several dif-
ferent models, by conditioning on the model M in the
sampling and prior distributions, p(D|θ , M) and p(θ |M),
and by assigning prior probabilities p(M) to the various

models (Green, 1995). However, a tree topology can
equally well be regarded as a model or a parameter,
and hence Bayesian phylogenetics can be implemented
using conventional Metropolis-Hastings algorithms
(Metropolis et al., 1953; Hastings, 1970).

Often the major practical issue in implementing
Bayesian methodology is to ensure adequate sampling of
the posterior distribution. This can be hindered by poor
convergence and mixing properties of the MCMC algo-
rithm used for sampling. In theory, properly constructed
MCMC methods are ergodic; they must eventually con-
verge to the intended distribution (Roberts, 1996; Roberts
and Rosenthal, 1996; Tierney, 1994, 1996). (The term “con-
vergence” is used here in the distributional sense appro-
priate when discussing Markov chains. A sequence of
values generated by MCMC does not converge to a point,
but rather the distribution of potential values converges
to a limiting distribution.) In practice, however, MCMC
methods can spend many iterations trapped in the vicin-
ity of a single mode of a multimodal distribution or in
a limited region of the space. Slow mixing may necessi-
tate a very long sampling phase to obtain low variance
Monte Carlo estimates (Mossel and Vigoda, 2005). Mul-
timodality, and consequent problems with convergence
and mixing, is known to occur in phylogenetic applica-
tions (Chor et al., 2000; Hillis et al., 2005; Maddison, 1991;
Salter and Pearl, 2001; Steel, 1994). Indeed, evidence we
present in this paper suggests that multimodality is typ-
ical when the number of taxa is large (>30).

An important factor influencing the efficiency of
Metropolis-Hastings samplers is the choice of proposal
mechanism (Al-Awadhi et al., 2004; Brooks et al., 2003b;
Gilks et al., 1996; Rotondi, 2002). Ideally, proposals
should facilitate transitions between alternative modes,
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and such proposals are the subject of current research
(see, for example, Chauveau and Vanderkhove, 2002;
Tjelmeland and Hegstad, 2001). The question of tun-
ing proposal mechanisms for phylogenetic MCMC de-
serves explicit treatment in the literature, but is beyond
the scope of this paper.

An alternative method of facilitating transitions be-
tween alternate modes, employed by the MrBayes pro-
gram (Huelsenbeck and Ronquist, 2001; Altekar et al.,
2004) is Metropolis-coupled MCMC (Geyer, 1991; Geyer
and Thompson, 1996; Gilks and Roberts, 1996), in which
several Markov chains are run simultaneously. One
chain, called the “cold” chain, is designed to have the re-
quired posterior distribution as its limiting distribution,
whereas the other chains, referred to as “heated” chains,
have distributions proportional to the posterior distri-
bution raised to a power less than one as their limiting
distribution. Heated chains thus converge to a distribu-
tion that is closer to uniform than the posterior distri-
bution, and so are less likely to generate long sequences
of values in the neighborhood of a single mode. These
heated chains are allowed to swap elements with the
cold chain (or with other heated chains), thus enabling
the cold chain to converge and mix more rapidly. Users of
MrBayes are required to select the number of chains and
the “heating parameter,” which determines the “temper-
atures” (inverses of the exponents) of the heated chains.
Only the cold chain is used to generate samples.

Another important practical issue in MCMC is deter-
mining at what point the burn-in period should be ter-
minated; that is, at what point convergence can be said
to have occurred. If the starting point for an MCMC anal-
ysis is a random point in the sampled space, there will
typically be a steady increase in the likelihood score of el-
ements generated by the chain. At some point, however,
likelihood scores will stabilize (they do not converge, but
decreases become more frequent until they balance in-
creases). Such stabilization is typically assessed through
graphical inspection of serial log-likelihood values and
may be regarded as a necessary but not sufficient crite-
rion for convergence of the Markov chain. Methods for
assessing MCMC convergence are reviewed by Cowles
and Carlin (1996) and Brooks and Roberts (1998), but
there are currently no fail-safe methods: in practice, con-
vergence can be easy to reject but impossible to accept,
unless the chains are long enough to sample from ev-
ery point in parameter space. In this paper, we pro-
pose a simple and pragmatic criterion for assessing
convergence.

MCMC practitioners are divided over whether it is
more efficient to base inferences and convergence diag-
nostics on one long chain or on two or more replicate runs
started from independent, over-dispersed starting points
(Gelman and Rubin, 1992; Geyer, 1992; Huelsenbeck
et al., 2002). Geyer (1992) made a strong case for the use of
a single long chain, arguing that some statistical distribu-
tions (such as the “witch’s hat”) can show similar results
across many chains that had not yet converged. Another
disadvantage of replicate chains is that each chain has
its own burn-in phase, which must be discarded. When

convergence is slow, a substantial amount of computa-
tional effort is thus expended in generating samples that
must be discarded. Gilks et al. (1996) claim that “It is
now generally agreed that running many short chains,
motivated by a desire to obtain independent samples
from [the target distribution], is misguided unless there is
some special reason for needing independent samples.”
However, in the multiple-chain approach, the precision
of estimated posterior probabilities across replicates can
be used to support the accuracy of the mean of these
estimates. Many MCMC convergence diagnostics used
in the statistical community (Brooks and Gelman, 1998;
Brooks and Giudici, 2000; Brooks et al., 2003a; Brooks and
Roberts, 1998; Cowles and Carlin, 1996; Gelman, 1996;
Gelman and Rubin, 1992; Li et al., 2000) rely on stable
posterior probability estimates from multiple replicated
chains. It is generally recognized that when multiple pro-
cessors are available, it is worthwhile to run multiple
chains simultaneously (Gilks et al., 1996). This strategy
has been implemented in version 3.1.1 of MrBayes, with
convergence diagnostics based on the sampling frequen-
cies of various topological features. Here we present em-
pirical results that show the practical value of working
with multiple short chains.

As with other phylogenetic methods, most studies in-
corporating MCMC and based on biological sequences
have used nucleotide characters for phylogenetic recon-
struction. Amino acid characters have been examined
in a minority of cases, such as Ragan et al. (2003) and
Xiong and Bauer (2002). Analyses performed mainly to
test the properties of Bayesian MCMC have also tended
to focus on nucleotide rather than amino acid charac-
ters (Erixon et al., 2003; Huelsenbeck et al., 2001; Suzuki
et al., 2002), with a few recent exceptions (Douady et al.,
2003; Mar et al., 2005). Although some of the properties
derived from these analyses are likely to be consistent
across different types of characters, it is worth investigat-
ing amino acids as well, due to the different number of
character states, rates of evolution, and substitution ma-
trices that need to be considered. Amino acid characters
are also most appropriate to analyse the deep relation-
ships among prokaryotic data sets used below, many of
which cover multiple phyla or domains.

We present here a replication-based study of the sta-
bility of MCMC runs performed on microbial protein
sequence data sets with 5 to 140 members. Because we
dealt with empirical (as opposed to simulated) protein
data, we do not know the phylogenetic history of these
sequences and cannot assume that all sets of genes from
a given set of taxa will have the same history, due to the
potential influence of factors such as lateral genetic trans-
fer which contradict the classic organismal phylogeny
suggested by trees of 16S ribosomal DNA (Brown, 2003;
Gogarten et al., 2002; Raymond et al., 2002). Thus, in this
study we were not concerned with assigning high pos-
terior probabilities to the “true” phylogenetic relation-
ships of each data set whatever they may be, but rather
with getting statistically equivalent estimates of biparti-
tion probabilities from many replicated runs of the same
data set.
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METHODS

Data Sets

Annotated proteins from 144 sequenced microbial
genomes were clustered according to Harlow et al. (2004)
to yield 22,437 sets of putatively orthologous protein
data sets, each containing between 4 and 144 sequences.
Each of these data sets was then aligned using the de-
fault settings of T-COFFEE (Notredame et al., 2000).
Thirty small (5 taxa), 10 medium (10 taxa), 10 large
(30 taxa), and 20 very large (40 to 144 taxa) aligned
data sets were drawn from this set, with two condi-
tions: each locus had to contain at least one protein
that was not annotated as “putative” or “hypothetical,”
and each could not have a trivial phylogenetic resolu-
tion (which would occur if fewer than four nonidentical
sequences were present in a given data set). The result
was 70 data sets with different taxonomic distributions
and levels of sequence divergence (Appendix 1; available
at http://systematicbiology.org). These sets represent a
cross section of the orthologous sets used to assess lateral
genetic transfer among microbial genomes (Beiko et al.,
2005), the results of which needed to be interpreted in
light of possible violations of substitution matrix models
and of sampling instability. Prior to phylogenetic anal-
ysis, the least reliable regions of each alignment were
removed using GBLOCKS (Castresana, 2000). Conser-
vative settings (described in Beiko et al., 2005) were used
such that most of each alignment was retained, with the
elimination of only the “ragged” ends and other regions
with large numbers of alignment gaps. All 70 alignments
can be accessed via the Systematic Biology website at
http://systematicbiology.org.

Protein Analysis with MrBayes

The first phase of the analysis consisted of replicated
MCMC runs (with Metropolis coupling) using MrBayes
3.04 beta (Altekar et al., 2004; Huelsenbeck and Ronquist,
2001; Ronquist and Huelsenbeck, 2003). The main pur-
pose of this phase was to investigate whether estimates of
bipartition posterior probabilities, which are more stable
than posterior probabilities of entire trees (see Evalua-
tion of Likelihood Stabilization and Chain Convergence
below), differed among replicated runs that had appar-
ently converged, inasmuch as their likelihoods appeared
to have stabilized. Each of the 70 data sets was analyzed,
with among-site rate variation modelled using a four-
category discrete approximation to the gamma distribu-
tion (Yang, 1994). Instead of choosing a single amino acid
substitution matrix, the command “prset aamodelpr-
mixed(0,0.25,0,0.25,0,0.25,0,0,0.25,0)” was used, allow-
ing the Markov chain to move among four empirically
derived matrices: JTT (Jones et al., 1992), mtREV (Adachi
and Hasegawa, 1996), VT (Muller and Vingron, 2000),
and WAG (Whelan and Goldman, 2001). These empiri-
cal matrices all have the same number of free parameters,
so higher likelihood values associated with one substi-
tution matrix must be due to better model fit, and not
to the addition of potentially superfluous parameters.

Ten replicate runs, each consisting of a single MCMC
analysis with a randomly chosen starting tree, were per-
formed for each data set. The total Markov chain length
was 500,000 generations for the 5- and 10-taxon data sets,
1 million generations for the 30-taxon data sets, and 2 mil-
lion generations for the 20 largest data sets. All MrBayes
runs in this analysis consisted of four Markov chains
(one cold and three heated), with a uniform prior be-
tween 0.1 and 50 for the gamma-shape parameter, and
an exponential prior with an expectation of 0.1 (brlenspr-
Unconstrained:Exp(10.0) in MrBayes) for the distribu-
tion of branch lengths. We retained the default proposal
mechanism in MrBayes 3.04 beta, which defines the rel-
ative probabilities of changing a particular parameter of
the model: at each iteration of the MCMC sampler, there
was a probability of 0.5769 associated with a nearest-
neighbor interchange to the current tree topology; of
0.1154 to a tree bisection and reconnection (TBR) move;
of 0.2308 to a change in the length of a branch in the tree;
and 0.0385 each to changes in the gamma-shape param-
eter or the choice of empirical amino acid substitution
matrix. Although the choice of proposal mechanism can
have a substantial impact on the sampling effectiveness
of a Markov chain, we kept these default ratios constant
within this work to focus on the issue of short versus long
chains. Except for variation in chain length and tempera-
ture as described below, all of the MrBayes settings used
in phases 2 and 3 were identical to those used in phase 1.

In the second phase, five 30-taxon data sets (30-2, 30-
3, 30-6, 30-8, and 30-9) were selected at random and
five replicates of each were run for 101 million gener-
ations. The burn-in phase was identified and discarded
using the method described in the following section, and
the first 100 million generations after the end of burn-in
summarized to yield “reference” estimates of bipartition
posterior probability. The posterior probability estimates
from these runs were treated as benchmarks for compar-
ison with estimates based on shorter runs if all five refer-
ence runs yielded essentially the same mean bipartition
posterior probability estimates (based on values of the ε
statistic; see following section for further details). Shorter
replicated runs (between 10,000 and 1 million genera-
tions) were combined and compared to single runs of
equivalent length to assess both the precision of the bi-
partition posterior probability estimates across replicates
of the same length, and the similarity of both estimates
to the corresponding reference runs.

The effect of chain temperature (as determined by the
heating parameter, T) on apparent convergence and pa-
rameter mixing was examined in the third phase of the
analysis. Three data sets (30-8, VL-4, and VL-19) that
had produced particularly variable bipartition posterior
probability estimates (given their size) in the second
phase of analysis were subjected to 10 replicated runs of
2 million generations each, with a total of 13 different set-
tings of T : 0.01, 0.05, 0.1, 0.2 (the default), 0.5, 0.75, 1, 1.33,
2, 5, 10, 20, and 100. Convergence was assessed by com-
paring the bipartition posterior probability estimates de-
rived from the post-likelihood stabilization phase of each
Markov chain for each temperature setting.
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Evaluation of Likelihood Stabilization
and Chain Convergence

Because all MCMC runs in this analysis began with
random tree topologies, the first portion of each run
contained a set of low-probability trees that preceded
sampling of a stationary distribution. A common way
to assess convergence is through visual examination of
a plot of likelihood versus generation: if stabilization
of likelihood values is observed, then the samples that
precede this stable condition are discarded. We imple-
mented an automatic assessment of this effect that is
more conservative than visual inspection. For each run,
we searched for the end of the burn-in phase by compar-
ing successive log-likelihood values along the Markov
chain and marked as the end the first tree in the chain
that had a log-likelihood value greater than the mean
of the last 100,000 generations in the entire run. A very
early point thus identified would signify a quick rise to
stationarity, while a point near the end of the run (es-
pecially within the last 100,000 generations) could indi-
cate that stationarity was never reached. In phase 1, the
largest burn-in value obtained for each protein data set
was rounded up to the next multiple of 50,000 gener-
ations, and this number of generations was discarded
from the analysis. Because no burn-in value exceeded
500,000 generations in phase 2, this number of genera-
tions was discarded from the beginning of each run prior
to analysis of results.

To assess whether apparent likelihood stabilization (as
defined above) is a reliable indicator of convergence with
respect to topology, we compared summary statistics for
the replicated runs. Overall estimates of the posterior
probability of trees were not used as a comparative cri-
terion for practical reasons: in the 5-taxon cases, support
levels of the 15 possible unrooted trees could easily be
compared based on their posteriors, but in the 30-taxon
cases, in which 30,000 trees (3 million generations/100
generations per sample) were sampled, there were of-
ten more than 25,000 distinct trees, with few or no trees
appearing in more than 1% of samples. Because the max-
imum a posteriori (MAP) tree (Huelsenbeck et al., 2002;
Rannala, 2002; Yang and Rannala, 1997) is not strongly
supported, we chose to examine bipartition posteriors
summarized across the entire MCMC run. The number
of distinct bipartitions sampled in these cases was much
lower than the number of distinct trees, and bipartition
posteriors from different runs (or within different frag-
ments of a single run) could easily be compared. These
summaries were generated by running the “sumt” com-
mand in MrBayes on the generated tree files. Perl scripts
(available on request) were used to summarize the bipar-
tition data.

We define two quantities that are useful in comparing
the posterior probabilities of multiple Markov chains,
which monitor the convergence of bipartition or clade
probabilities as proposed by Huelsenbeck et al. (2002).
The quantity δ is the aggregated difference between es-
timated posterior probabilities for a set of bipartitions
sampled from a pair of MCMC runs. For a data set with

n sequences, a strictly bifurcating tree will have a total
of (n − 3) bipartitions, so δ will be bounded by zero (all
sampled bipartitions have equal posterior probabilities
in both runs) and 2(n − 3) (all bipartitions sampled in
one chain are completely absent from the other). This ab-
solute aggregated difference is useful in describing the
sampling variability between a pair of experiments, each
of which could be a single MCMC run or a summary of
multiple runs that reports the mean estimated posterior
probability for each bipartition. The quantity ε is used
to summarize the variability within a set of replicated
MCMC runs. The replicated MCMC runs from each set of
experiments were summarized by computing the mean
estimated posterior probability and standard deviation
of each observed bipartition across the set of replicates.
Nodes with unstable support across replicates could thus
be easily identified, and the sum of all bipartition stan-
dard deviations was computed to produce ε, an overall
picture of the stability across replicates.

RESULTS

First Phase: Convergence of Small and Large Data Sets

The burn-in values, calculated in the manner described
above for each replicate of the 70 data sets examined in
phase 1, are shown in Figure 1. The burn-in phase is ap-
parently very short for the small data sets: the maximum
burn-in value of the 300 runs performed on the 5-taxon
data sets was only 1900 generations. Calculated burn-in
values >50,000 generations are rarely observed for data
sets with fewer than 80 sequences, but a rapid rise in
the number of required generations is seen above this
level. Most data sets with >80 sequences had at least one
calculated burn-in value >100,000 generations: data set
VL-16 (102 proteins) was an extreme case, requiring in
one case over 400,000 generations in the burn-in phase.
Perhaps not coincidentally, this data set was by far the
shortest (only 67 amino acids) after being trimmed with
GBLOCKS.

The estimated posterior probabilities associated with
each of the four substitution matrices considered are
shown in Figure 2. In a majority of cases (60 out of 70), one
of the four permitted amino acid substitution matrices
had an estimated posterior probability greater than 0.99.
Although the WAG matrix was preferred in all size cate-
gories, larger data sets showed the strongest preference
for WAG, with 9 out of ten 30-sequence data sets and 20
out of 20 very large data sets assigning a PP ≥ 0.99 to this
matrix. The mtREV matrix was a considerably worse fit
to the data than the other matrices, and never had an es-
timated posterior probability >0.01 in any of the 50 data
sets. Because a mitochondrial substitution regime was
not expected in the microbial data sets, a non-negligible
posterior probability for the mtREV matrix in any of the
data sets would have most likely suggested a poor fit of
the data to any substitution matrix, rather than a specific
preference for mtREV.

The log-likelihood appeared to stabilize in all 700
runs. This is consistent with convergence, but does
not guarantee it. We examined more powerful ways of
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FIGURE 1. Likelihood stabilization points recorded for each replicate run among 70 protein data sets (10 replicates each of 30 data sets of size
5, 10 data sets of size 10, 10 data sets of size 30, and 20 data sets of sizes 40 to 140). Mean values ± standard deviation are shown, and empty
diamonds represent the maximum and minimum values.

rejecting convergence by comparing the average log-
likelihoods and the bipartition posterior probabilities
among the ten replicated runs of each protein data set.
Significant differences in these values would suggest ei-
ther that post-convergence sampling was inadequate or
that convergence had not occurred. The results are sum-
marized in Table 1. The number of generations summa-
rized depends on the size of the protein data set: 250,000
generations after apparent burn-in for the 5-taxon data
sets, 300,000 for the 10-taxon data sets, 500,000 for the 30-
taxon data sets, and 1.5 million for the data sets of sizes
40 to 140.

FIGURE 2. Posterior probabilities of amino acid substitution models across 10 replicates of 50 protein data sets. Models that achieved a
posterior probability greater than 0.01 are shown: WAG (squares), VT (triangles), and JTT (diamonds). The mtREV model, which was permitted
but never achieved a posterior above the minimum threshold, is not shown.

The standard deviations of the mean log-likelihoods
across 10 replicate runs are shown in Table 1 for each
protein data set. The values appear at first glance to be
small. Although the range of log-likelihood scores was
frequently greater than 30 within the sampling phase
of most replicates, the standard deviation of replicate
means was typically less than 1.0, with the exception of
the seven largest data sets. The deterioration of apparent
convergence is illustrated in Figure 3: though some bi-
partitions in both sets appear to mix well, the ranges of
bipartition posterior probabilities are much larger in data
set VL-19 than in set VL-4.
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TABLE 1. Markov chain Monte Carlo sampling stability across replicates for thirty 5-taxon protein data sets, ten 10-taxon protein data sets,
ten 30-taxon protein data sets, and 20 data sets of sizes 40 to 140. For each data set, the mean log-likelihood of all sampled trees is shown, followed
by the standard deviation of this mean, computed from the mean value of each replicated run (n = 10). The last three columns summarize the
support of bipartitions sampled during the MCMC run. The first of these columns shows the number of bipartitions with a mean posterior
probability greater than 0.01 from the set of 10 replicated runs. The second bipartition column indicates the maximum difference in posterior
observed for any single bipartition between a pair of replicates, which is bounded by 0 (posterior probabilities are identical across all replicates)
and 1 (at least one bipartition has a posterior of 1.0 in one replicate, and 0.0 in another). The last column is the mean of all standard deviations
of bipartition posterior probabilities for the set of replicates.

Data
set

Mean
lnL

Standard
deviation

of lnL

No. of
nodes

PP > 0.01

Maximum
PP

difference
Mean SD

of PP

5-1 −1913.31 0.06 4 0.042 0.0069
5-2 −2929.87 0.04 4 0.037 0.0072
5-3 −8388.76 0.06 2 0.003 0.0004
5-4 −2521.29 0.10 4 0.027 0.0059
5-5 −1613.14 0.12 2 0.006 0.0008
5-6 −3103.65 0.05 4 0.019 0.0040
5-7 −3004.77 0.04 2 0 0
5-8 −5632.91 0.04 2 0 0
5-9 −3282.97 0.06 4 0.016 0.0027
5-10 −5750.92 0.09 2 0.011 0.0015
5-11 −1134.32 0.06 2 0.001 0.0001
5-12 −2933.18 0.04 9 0.032 0.0065
5-13 −3261.93 0.05 2 <0.001 <0.0001
5-14 −1383.08 0.12 2 0 0
5-15 −4846.30 0.05 4 0.022 0.0040
5-16 −2199.59 0.06 4 0.002 0.0058
5-17 −2941.04 0.04 2 0.002 0.0004
5-18 −3093.99 0.05 2 0.001 0.0002
5-19 −2482.52 0.06 4 0.020 0.0043
5-20 −6847.96 0.04 2 0 0
5-21 −2879.45 0.05 2 0 0
5-22 −1752.12 0.09 4 0.021 0.0039
5-23 −1958.37 0.14 4 0.043 0.0072
5-24 −4938.42 0.06 2 0.003 0.0004
5-25 −4702.04 0.05 4 0.021 0.0040
5-26 −3381.38 0.06 2 <0.001 0.0001
5-27 −1686.42 0.12 2 0.027 0.0056
5-28 −1501.86 0.09 4 0.023 0.0046
5-29 −3031.08 0.05 2 0 0
5-30 −1642.59 0.13 2 0 0
10-1 −11,294.7 0.13 11 0.076 0.0092
10-2 −3492.61 0.06 8 0.026 0.0022
10-3 −3771.54 0.10 7 0.003 0.0003
10-4 −3744.68 0.14 12 0.048 0.0047
10-5 −6372.96 0.14 7 <0.001 <0.0001

Data
set

Mean
lnL

Standard
deviation

of lnL

No. of
nodes

PP > 0.01

Maximum
PP

difference
Mean SD

of PP

10-6 −1223.42 0.09 11 0.024 0.0023
10-7 −1338.34 0.09 12 0.037 0.0004
10-8 −4143.75 0.13 16 0.039 0.0064
10-9 −2405.62 0.10 13 0.054 0.0063
10-10 −1618.22 0.14 29 0.030 0.0043
30-1 −5934.39 0.53 133 0.458 0.0277
30-2 −11,232.6 0.42 62 0.211 0.0113
30-3 −9043.14 0.32 50 0.114 0.0090
30-4 −15,890.4 0.49 63 0.389 0.0295
30-5 −14,807.9 0.32 42 0.130 0.0080
30-6 −8546.73 0.30 42 0.073 0.0067
30-7 −11,020.8 0.26 43 0.093 0.0060
30-8 −4974.37 0.29 45 0.074 0.0072
30-9 −4510.52 0.35 96 0.094 0.0068
30-10 −3896.52 0.40 83 0.064 0.0072
VL-1 −10,449.8 0.36 96 0.379 0.0265
VL-2 −17,117.1 0.32 75 0.086 0.0061
VL-3 −16,943.8 0.55 75 0.139 0.0098
VL-4 −6367.03 0.53 173 0.441 0.0167
VL-5 −15,636.1 0.52 122 0.070 0.0055
VL-6 −14,630.7 0.69 140 0.473 0.0237
VL-7 −12,130.0 0.59 150 0.143 0.0084
VL-8 −11,458.5 0.28 128 0.223 0.0105
VL-9 −13,548.2 0.48 194 0.148 0.0091
VL-10 −19,998.7 0.45 129 0.280 0.0118
VL-11 −25,466.2 0.58 213 0.380 0.0189
VL-12 −27,703.1 0.48 165 1.000 0.0228
VL-13 −25,849.9 0.90 159 0.308 0.0174
VL-14 −20,094.1 1.30 240 0.556 0.0323
VL-15 −26,418.2 1.35 189 0.576 0.0281
VL-16 −6436.22 4.89 651 1.000 0.0671
VL-17 −24,958.1 1.39 235 1.000 0.0607
VL-18 −16,804.0 4.46 326 1.000 0.0605
VL-19 −17,193.5 3.20 429 1.000 0.0892
VL-20 −36,394.6 7.30 363 1.000 0.0769

This increased difference between replicate Markov
chains is also evident when the number and frequency
of sampled bipartitions are considered. Within the small-
est protein data sets, the extreme and average differences
between estimated bipartition posterior probabilities are
small (Table 1). The largest difference in estimated bipar-
tition posterior probability between any pair of 5-taxon
replicates is 0.043, seen in data sets 5 to 23. This differ-
ence results from an estimated posterior probability of
0.686 in replicate 9 for a certain bipartition, with a corre-
sponding figure of 0.643 in replicate 1. The average of all
standard deviations of bipartition posterior probability
within each protein data set was always less than 0.01,
again showing very stable estimates. The maximum dif-
ference between bipartitions increased with larger pro-
tein data sets, with a difference of 0.076 in data set 10-1,
and 0.458 in data set 30-1. The largest differences were
seen in the largest protein data sets: the data sets of size
89, 102, 105, 112, and 140 all exhibited bipartitions that

had a posterior probability of 1.0 in one or more out of 10
replicates, but were completely absent (posterior = 0.0)
in others. Thus, taxonomic groupings with the highest
possible level of support within one Markov chain were
completely absent from another. For instance, one of a
pair of incompatible bipartitions is favored in 9 out of
10 replicate runs of data set VL-12, but is completely ab-
sent from the tenth. Both bipartitions are present to some
extent in four of the replicates, so it is possible (though
rare) for the Markov chain to move from one configura-
tion to the other. The switch from one bipartition to the
other occurs in both directions in some replicate runs,
so it appears that both are significant components of the
stationary distribution.

It is clear from these observations that either conver-
gence had not occurred or individual chains had not
been run long enough after convergence to generate an
adequate sample. The former possibility is usually as-
sumed when parallel runs differ significantly, but the
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2006 BEIKO ET AL.—CONVERGENCE IN PHYLOGENETIC MCMC 559

FIGURE 3. Mean posterior probability of bipartitions sampled in 10 replicate MCMC runs of data sets (a) VL-4 (52 sequences) and
(b) VL-19 (112 sequences). Bipartitions are sorted in increasing order of posterior probability; vertical bars indicate the range of estimated
posterior probabilities across replicates.

latter explanation is also plausible. Even after conver-
gence, slow-mixing chains may move only infrequently
between modes or distant regions, so that small sam-
ples from individual chains may have significant dif-
ferences even if collectively they represent an adequate
sample.

Second Phase: Accuracy of Single Long Versus
Several Short Runs

If the variation in estimated bipartition posterior prob-
abilities seen in the larger data sets is due to inadequate
sampling rather than lack of convergence, then there are
two possible ways to obtain less variable estimates. One
is to use longer MCMC runs. However, MCMC is com-
putationally expensive, and the sharp rise in bipartition
instability observed in the largest protein data sets sug-
gests that runs of 10 million generations or greater may
be required (unless improved mixing can be achieved
by other means, such as changes to the proposal mech-
anism of the sampler). An alternative strategy that may
be preferable when multiple processors are available is
to run a large number of chains in parallel from different

starting points and pool the samples. However, if the
variation is due to a lack of convergence, only the former
strategy (running longer chains) is appropriate.

To test whether multiple short runs could be used to
estimate bipartition probabilities, we examined five 30-
taxon data sets in detail. Five replicate runs of each of
these data sets were performed from different random
starting points to yield a more reliable estimate of the
bipartition posterior probabilities, against which shorter
runs of the same data sets could be judged. MCMC runs
of 101 million generations were performed, with the first
100 million generations after burn-in used to compute
bipartition posterior probabilities. When the five long
replicates of each data set were compared, the largest
standard deviation of posterior probability for any bi-
partition was 0.004, and 98.4% of all bipartitions had as-
sociated standard deviations less than or equal to 0.001
(Table 2).

For comparative purposes, the short, replicated runs
were combined into a single metachain and summarized
to yield a set of mean bipartition posterior probabili-
ties. Figure 4 shows that for 13 out of 25 combinations
of run length and data set, the metachain summaries
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TABLE 2. Markov chain Monte Carlo sampling stability across repli-
cates for 5 30-taxon protein data sets. For each data set, the mean log-
likelihood of all sampled trees is shown, followed by the standard
deviation of this mean, computed from the mean value of each repli-
cated run (n = 5). The last three columns summarize the support of bi-
partitions sampled during the MCMC run. The first of these columns
shows the number of bipartitions with a mean posterior probability
greater than 0.01 from the set of ten replicated runs. The second bipar-
tition column indicates the maximum difference in posterior observed
for any single bipartition between a pair of replicates, which is bounded
by 0 (posterior probabilities are identical across all replicates) and 1 (at
least one bipartition has a posterior of 1.0 in one replicate, and 0.0 in
another). The last column is the mean of all standard deviations of
bipartition posterior probabilities for the set of replicates.

Data set Mean lnL

Standard
deviation

of lnL

No. of
nodes

PP > 0.01

Maximum
PP

difference
Mean SD

of PP

30-2 −11,232.70 0.07 129 0.004 <0.001
30-3 −9043.20 0.05 111 0.001 <0.001
30-6 −8546.68 0.03 81 0.002 <0.001
30-8 −4974.31 0.03 120 0.002 <0.001
30-9 −4510.70 0.01 196 0.001 <0.001

were more similar to the target posterior probability than
summaries of a single Markov chain of the same length,
whereas in the remaining 12 cases the single Markov
chain was more similar to the reference. The ratio of
metachain δ value to single run δ value varied between
0.42 (30-3, 10,000 generations) and 1.51 (30-2, 50,000 gen-
erations). Nonconvergence as expressed by δ values was
also influenced by the data set under consideration, and
there was a strong trend of increasing accuracy with in-
creasing length of the Markov chain. The accuracy of

FIGURE 4. Comparison of bipartition summaries for 10 replicate short runs of data sets 30-2, 30-3, 30-6, 30-8, and 30-9 versus a single long
run. The height of each bar is equal to the δ value between the reference runs (of length 5 × 100 million generations) and either a metachain
of the length indicated on the x-axis assembled from 10 short runs (filled bars), or a single run of length equal to the corresponding metachain
(empty bars). Larger values of δ indicate a greater difference between the bipartition posterior probabilities estimated in a given run and the
corresponding reference posterior estimate, implying a less accurate estimate of bipartition posterior probabilities from that run.

individual MCMC runs may be data set and start point–
specific, but these results give no clear advantage to
either single long or multiple short chains in terms of
accurately estimating the reference distribution of poste-
rior probabilities. This observation is consistent with the
possibility that variation among parallel chains is due to
slow mixing rather than lack of convergence.

There was a weak tendency for metachain and long
chain δ values to become more similar to one another as
runs increased in length. For each run length, we pooled
the ratio of the larger δ value to the smaller across all five
data sets to obtain a mean ratio for that run length. The
largest such ratio was 1.54, obtained from the pooled
samples corresponding to the shortest run length, and
the smallest was 1.16, obtained from pooled δ ratios of the
longest runs. Although there is some instability in these
estimates due to small sample sizes, it appears that the
ratio of single long chain δ to metachains δ will approach
1.0 as run length increases, which would be expected
where run length is infinite. For the metachains consid-
ered here, there was also a strong relationship between
the metachain/reference chain δ value and the computed
ε value for the metachain (R2 = 0.753, df = 23, P = 1.16
× 10−8).

Third Phase: Mixing and the Effect of Heating
on Convergence

If a Markov chain is mixing well, then it should provide
an adequate sample of the posterior distribution in a rel-
atively small number of generations. Mixing is affected
by the complexity of the model under consideration,
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the operations used to change the model parameters at
each generation, and (in Metropolis-coupled MCMC) the
number and temperatures of the heated Markov chains.
The temperature of a heated chain affects the proba-
bility that it will accept a proposed move that yields a
drop in posterior probability. Temperature settings that
are too low may produce heated chains that have diffi-
culty escaping local regions of high posterior probability,
while temperature settings that are too high will produce
chains that accept many proposed moves and sample al-
most randomly from tree space. The convergence and
mixing properties for three data sets (30-8, VL-4, and
VL-19) of different sizes were assessed by comparing the
bipartition posterior probabilities across replicates for 13
different values of the heating parameter T , by investi-
gating the frequency of chain swaps.

The purpose of Metropolis-coupled MCMC is to im-
prove the mixing properties of the cold chain and thus
to decrease the variance of Monte Carlo estimates such
as the bipartition probability estimates. The quantity ε,
which is based on the standard deviation of bipartition
probability estimates across replicated runs, thus pro-
vides a measure of the success of the Metropolis-coupled
strategy and a means of identifying the optimal heating
parameter T for a given data set. Figure 5 summarizes the
relationship between ε and T for the above-mentioned
data sets. Uncorrected values of ε varied widely between
the sets, with values for 30-8 in the range 0.25 to 0.5, val-
ues for VL-4 between 1.5 and 6.0, and values for VL-19
between 28 and 61. To allow comparisons across sets,
values of ε computed for each of the three data sets were

FIGURE 5. Normalized ε values computed from 10 replicates of 13 different temperatures for data sets 30-8 (triangles), VL-4 (empty squares),
and VL-19 (filled squares). Higher values of ε indicate a wider spread of bipartition posterior probability estimates across a given set of replicate
runs, and therefore lower precision of those individual estimates.

divided by the maximum ε obtained from that data set.
All three data sets showed a similar pattern of normal-
ized ε variation versus T , with lower ε for T values be-
tween 0.01 and 0.2, followed by an increase across T of
0.5, 0.75 and 1.0, then little variation up to 100. Thus it
appears that for these data sets, lower T values yield
more stable estimates of bipartition posterior probabili-
ties. This increased precision does not necessarily imply
better accuracy: it is possible that very low temperature
values prevent effective sampling, such that the Markov
chain is unlikely to escape regions of high likelihood
that are locally good but globally suboptimal. To assess
whether the chains from runs with low T values did in
fact converge on the target distribution, we computed
the mean posterior probability across ten replicates for
each T setting of data set 30-8, and computed the δ value
between each of these and the mean posterior probabil-
ity of the five sets of reference runs from the previous
experiment. Regression analysis showed no relationship
(R2 < 1.0 × 10−5) between the T value of each set of 10
replicated runs and the corresponding δ value, suggest-
ing that low values of T did not lead to poor convergence
relative to higher T values. Instead, it appears that low T
values yielded the estimators with the lowest variance,
indicated by low ε values across replicates.

It is clear that the Metropolis-coupled strategy is not
working here; heated chains are apparently not produc-
ing good proposals for swaps. To test whether this is the
case, we examined the frequency with which proposed
chain swaps occur. Because they do not contribute di-
rectly to the posterior distribution of model parameters,
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FIGURE 6. Acceptance proportions of proposed chain swaps in Metropolis-coupled MCMC runs for data sets VL-4 (squares) and VL-19
(diamonds). Each point represents the mean acceptance proportion across 10 replicated runs, each 2 million generations in length.

heated chains are useful only when they are sampling
regions of high posterior probability. High-temperature
chains have a greater probability of accepting moves that
yield a decrease in posterior probability, and therefore
have a higher capacity to sample widely through pa-
rameter space. However, if this wider sampling never
produces models that are as good as those that are being
sampled by the cold chain, then swaps between the two
chains will be rare. Figure 6 shows the relationship be-
tween T value and chain swap acceptance for data sets
VL-4 and VL-19: in both data sets, there was a mono-
tonic decrease of chain-swap acceptance with increasing
temperature. T values of 1 or greater had an acceptance
proportion that was invariably less than 0.01, implying
essentially no benefit from the use of heated chains. Con-
versely, relatively low T values led to a high frequency
of chain-swap acceptance.

DISCUSSION

Data Set Size and Replication

The first phase of our analysis showed the deteriora-
tion of sampling stability that tends to occur with increas-
ing data set size. Though the largest protein data sets
were run for more generations and generally had burn-
in phases that were shorter than 200,000 generations
according to our criteria, wide variation in posterior sup-
port was seen for some bipartitions in the data sets con-
taining more than 30 sequences. The worst possible case
was observed for some bipartitions in protein data sets of
size 89 or larger, with bipartitions universally present in
some replicate runs (posterior probability = 1.00) and ab-
sent from others (posterior probability = 0.00). Thus, as
has been suggested previously (e.g., Huelsenbeck, 2001),
likelihood stabilization is not analogous to topological

convergence: if a large number of trees must be sampled
to obtain an accurate estimate of the posterior distribu-
tion of bipartitions, then even several million genera-
tions after burn-in may not be sufficient to capture this
distribution.

Why do these large differences in bipartition poste-
rior probability occur? They are not universal within
a protein data set, as even the largest protein data set
had some bipartitions that were sampled with equal fre-
quency across all 10 replicates. Nor were they seen in all
of the large data sets: none of the data sets of size 91 or
92 showed this effect among their replicated runs. These
partitions do not appear to come from disjoint regions
of non-zero posterior probability within tree space, be-
cause some replicates were able to switch from one state
to another, yielding a bipartition posterior greater than
0 and less than 1 that is probably still a poor estimate
of the posterior probability. One possible explanation for
the behavior of these bipartitions is that they are plausi-
ble only in combination with other specific bipartitions,
and that topological switching between two plausible al-
ternatives can occur only if other nodes within the tree
are suitably arranged. If the conditions for switching of
certain bipartitions are rarely met, and the tree is so large
that the appropriate change is rarely proposed, then the
switch may never occur within the lifetime of any rea-
sonable Markov chain, and which alternative biparti-
tion is completely favored will depend on the sampling
path during the burn-in phase. By performing replicated
runs, we were able to identify these instabilities, which
show that for the poorly mixing feature at least, much
longer runs (of potentially one or two orders of mag-
nitude greater) will be necessary to obtain an accurate
posterior probability estimate of these poorly mixing
bipartitions.
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If a sufficient number of iterations is run, then the
Markov chain will sample every point in tree space in
proportion to its posterior probability. Not surprisingly,
we found that 5-taxon data sets, which can produce only
15 tree topologies, required very few iterations prior to
convergence on a stable topology distribution. An ad-
vantage of small data sets is that the topology space can
be traversed in a small number of iterations: for 5-taxon
data sets, no more than two TBR operations are neces-
sary to convert one possible tree into another. In con-
trast, larger trees from larger data sets can be separated
by many interconversion steps. The complexity of this
problem creates the potential for regions of high pos-
terior probability that can trap a chain of finite length,
leading to outcomes that depend on the (typically ran-
dom) choice of starting tree topology. This dependency
is the primary motivation for replicated runs.

Our investigation of single long versus several short
runs of 30-taxon data sets in phase 2 showed that several
short replicates merged into a metachain yielded esti-
mates of the reference posterior probability distribution
that were not consistently better or worse than those esti-
mated from single runs of length equal to the metachain.
Metachains can be treated in the same way as a sin-
gle, long chain, but the key advantage of metachains is
that they contain discontinuities in sampling space at the
breakpoints between the replicated chains. These discon-
tinuities increase the overall independence of samples
within the chain, thus yielding the same spread of sam-
ples as a single, highly autocorrelated chain of a greater
length and reducing the variance of Monte Carlo esti-
mates. Though we quantified this difference in detail
only for data sets containing 30 proteins each, it is likely
that the sampling advantages inherent in replicated runs
increase as data set size increases.

Effect of Temperature on Sampling Efficiency

The results of the third phase of our analysis suggest
that changing the heating parameter T of an MCMC run
has an effect on the precision of the estimate of the pos-
terior distribution, and on the mixing of the Markov
chain. T settings below 0.5 yielded ε values that were
30% to 60% smaller than the ε values obtained from
runs with T settings greater than 1.0. Our results suggest
that low heating parameter values, and consequently
heated chains of lower temperatures, improve the preci-
sion of posterior probability estimates, without a loss of
accuracy.

At first glance, this conclusion (that lower tempera-
tures yield more precise estimates of posterior probabil-
ity) might appear counterintuitive: chains with higher
temperatures can sample more widely from tree space,
theoretically increasing the chance that the algorithm can
move between disjoint regions of tree space that all have
high posterior probabilities. However, a potential prob-
lem with heated chains is that they can spend much of
their time sampling trees with low posterior probability,
rarely (if ever) swapping with the cold chain, and ulti-
mately making little or no contribution to the final set of

samples. Thus the heating parameter (for a fixed num-
ber of chains) must strike a balance between reducing the
number of chain swaps and enhancing exploration of the
space. In the examples under consideration, it appears
that the optimal balance is achieved with a heating pa-
rameter of zero or close to zero. In other words, tree space
is best explored by parallel cold chains, with or without
Metropolis coupling. If this is generally true, then it will
be more efficient to run individual cold chains without
Metropolis coupling and pool the results, because then
all chains can be sampled instead of just the cold chain.

Suggestions for Phylogenetic MCMC

An important practical recommendation resulting
from this study is to use multiple parallel chains for
phylogenetic MCMC. The reasons for this are several.
Firstly, large samples can be generated efficiently by
running independent chains on parallel computers, al-
though multiple burn-ins have to be discarded, decreas-
ing gross computational efficiency. This is not possible
for a single long chain. Secondly, several mainstream
techniques for assessing MCMC convergence can be ap-
plied only if there are multiple chains. Thirdly, experi-
mental results presented in this paper demonstrate that
bipartition probabilities estimated by pooling the results
of replicate runs were no worse on average than those es-
timated using a single run of equivalent length. Although
not examined here, replicate chains that are significantly
different may also show this pattern if the differences be-
tween chains are due to slow mixing. Slow-mixing chains
initialized from an overdispersed distribution of start-
ing points may converge in a distributional sense even
if post-burn-in samples from individual short runs are
restricted to single modes or limited regions. This claim
may seem counterintuitive, but is easily defended by not-
ing that even after convergence a slow-mixing chain may
move only infrequently between modes or distant re-
gions, so that samples from individual chains may have
significant differences even though collectively they rep-
resent an adequate sample. Nevertheless, we do not ad-
vocate pooling results from significantly different chains,
because in such cases one does not have evidence that
convergence has in fact occurred. If one could devise a
test for convergence that allows for the possibility of sig-
nificant differences between small samples due to slow
mixing, then such a test would enable estimates based
on smaller sample sizes. One possibility is to subdivide
the parallel chains into groups containing equal numbers
of chains, then look for significant differences between
groups, rather than between individual chains.

Whether single long or several short chains are used to
estimate the posterior distribution of trees, convergence
of a Markov chain should not be assumed without per-
forming a series of tests. The metachain approach did not
yield worse estimates of the reference posterior distribu-
tion than did single, long chains, and the multiple ran-
dom starts allowed the use of comparative test statistics
to assess convergence. We offer δ and ε, which are simi-
lar to statistics proposed by Huelsenbeck et al. (2001), as
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useful tools to estimate convergence either within a run
(by comparing adjacent and non-adjacent fragments) or
among a set of runs. The emergence of parallel processing
as a cheap and accessible alternative to shared memory
multiprocessor machines produces another advantage
for multiple short chains: because Markov chains are
obligately serial, long runs cannot currently be spread
out across large numbers of processors. Replicated short
runs are inherently parallel, and make better use of clus-
ter computing resources.

Although a small number of Markov chains appears to
be sufficient for runs involving small data sets, large data
sets may benefit from the increased parallelism of more
chains, or more interaction between chains (Liang and
Wong, 2001; Liu et al., 2000). If our hypotheses about the
effects of temperature are correct, then an ideal combina-
tion of temperature and number of chains may not exist
for all data sets but would instead depend on the topog-
raphy of the likelihood surface (Altekar et al., 2004). Little
is known about how to choose the number of Metropolis-
coupled chains and their temperatures, although a gen-
eral observation is that the number of chains needs to
increase as the dimension or size of the search space if
rapid mixing is to be maintained (Geyer, 1991; Marinari,
1998; Madras 2003; Zheng, 2003). Geyer and Thompson
(1995) suggest setting the number of chains and heating
parameter to achieve an acceptance rate of 20% to 40%
in the context of the closely related simulated tempering
algorithm. Our results indicate that using heated chains
may not be beneficial in some cases. It may be more ef-
ficient to run nonheated, noninteracting chains in par-
allel, so that subsamples can be drawn from all chains
instead of only the cold chain. Finally, future studies
should compare the sampling efficiency of the strategy
implemented in MrBayes with those of other algorithms
such as the generalized Gibbs sampler (Keith et al., 2005),
and examine the convergence properties under different
proposal mechanisms, with particular emphasis on dif-
ferent types of moves through tree space (in addition to
TBR and NNI). One move type that has been found to im-
prove efficiency when multiple chains are implemented
in parallel is to allow recombination between elements in
different chains. This technique is known as evolution-
ary Monte Carlo (Liang and Wong, 2000, 2001). In the
current context, two trees that share a common biparti-
tion could be recombined to produce two new trees by
exchanging the subtrees attached to the edges separating
the two parts of the bipartition.
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