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A  t h i n g  o f  b e a u t y

I was once on a selection committee to 
appoint a new professor of mathematics at a 
British university. One of my colleagues on 
the committee, who was not a mathematician, 
commented on the fact that the referees for 
the different candidates often described the 
candidate’s work as “beautiful”. My colleague felt 
somewhat bemused by this, and remarked that in 
no other field of study (except perhaps the fine 
arts) would you find this word used to describe 
somebody’s work. Yet to a mathematician there 
can indeed be beauty, elegance – perfection, 
even – in a formula, a theorem, a proof. 
Furthermore, such beauty or elegance not only 
enhances the worth of the work it also enhances 
the confidence that one has that it must be 
correct. A beautiful theorem just looks right. 

It is, however, hard to say what it is in a 
piece of mathematics that a mathematician 
finds beautiful or elegant. It may be a kind 
of symmetry or simplicity in the mathematics 
itself. Another important factor is the insight 
that can be gained from it. A beautiful piece of 
mathematics will often cause one to see things 
in a different light, or to see things that would 
otherwise have been overlooked. 

My favourite theorem in pure mathematics is 

eiπ + 1 = 0 

It is remarkable, first, for linking in a single 
formula the three most iconic symbols 
in mathematics: π (the ratio of a circle’s 
circumference to its diameter), i (the “imaginary” 
number defined as the square root of –1) and 
e (the base of natural logarithms). It also has 
the two most fundamental numbers, 0 and 1, 
and the operations of addition, multiplication 
and power. However, its beauty lies most in the 
unexpected juxtaposition of π, i and e, which are 

first encountered in quite different branches of 
mathematics, and the insight that is gained from 
understanding the formula itself. 

I will say no more about that theorem, and 
will certainly not try to explain or prove it. My 
main purpose in this article is instead to present 
my favourite theorem in statistics. It is no less 
a thing of beauty although much less profound 
and, fortunately for the readers of Significance, 
much easier to explain. 

Let me begin with an even simpler formula:

E(X) = E{E(X | Y)} 

On the left-hand side is the expectation, or 
mean, or average, of a random variable (or 
random quantity) X. The right-hand side is 
more complicated, but note that it introduces 
another random variable Y and has two more 
expectations. Box 1 shows a way to understand 
this formula, and to see why it is true, using a 
simple table of numbers. The statistical meaning 
is in terms of two arbitrary random variables, 
X and Y. The innermost part of the right-hand 
side is E(X | Y), which is the expected value of X 
when we specify the value of Y (that is what the 
vertical line means), and is called the conditional 
expectation of X. If the random variables were 
independent then knowing the value of Y would 
not change the values we would expect to see for 
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Box 1

15 20 25 30 
13 16 17 28 
12 13 16 19 
9 12 14 12 
6 4 8 11 

Consider finding the average of all the num-
bers in this table. We could simply add up all 
20 numbers and divide by 20. The answer is 
15. We could also do it in easy stages by first 
averaging each column. It is simple to add 
each column in your head and divide by 5 – 
the column averages are 11, 13, 16 and 20. 
If you now just average these four values the 
answer is again 15. As it must be, because 
adding the column averages equates to add-
ing all the numbers in the table, divided by 
5, so dividing that sum by 4 must give the 
overall average. 

How does this relate to the expecta-
tion formula? Consider the four columns as 
representing the four possible value of the 
random variable Y . For each value of Y (each 
column), the numbers in that column are the 
possible values of X when Y takes that value 
(and all values of X are equally likely). So 
the column averages are the expectations of 
X for each value of Y, that is, they are the 
values of E(X | Y). The average of the column 
averages is then E{E(X | Y)}. If we do not 
specify the value of Y , the 20 numbers in 
the table are 20 equally likely possible values 
of X (some values occur twice for different 
values of Y, so we count them twice). Their 
average is therefore E(X). 

The table is an easy way to see why the 
formula E(X) = E{E(X | Y)} holds. 

Only in maths and perhaps the 
fine arts are academic results 
often described as ‘beautiful’
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X. So E(X | Y) would just be the same as E(X), the 
expectation of X when we do not specify the value 
of Y , known as the unconditional expectation of 
X. Then the formula would be trivially true; it 
comes into its own when the random variables 
are not independent, but instead are correlated 
or associated in some way. 

When X and Y are correlated, knowing the 
value of Y will change what we expect X to be, so 
E(X | Y) becomes a value that depends on Y . And 
since Y is random so is E(X | Y). Now the outermost 
part of the formula is to take the expectation 
of this random quantity. The theorem says that 
the result of taking this expectation is E(X). In 
words, the formula says that the expectation of 

the conditional expectation is the unconditional 
expectation. 

“So what?” you might ask. Well, this is not 
the favourite theorem that I wanted to tell you 
about, so I do not have to make any special 
claims for it, but in fact although it is simple it 
is one of the most useful theorems in statistical 
theory. To give just a sense of how elegant this 
result is, consider an important example in the 
historical development of statistics. In this 
example we consider the heights of fathers and 
sons: X is the son’s height and Y is the father’s 
height. We would certainly expect X and Y to be 
correlated, with taller fathers tending to have 
taller sons. If you asked me to predict the height 

X of a person unknown to me, I could do this in 
two ways: 

1. I could simply try to give a value to the 
average height E(X) of men in general (or 
more precisely of men of this person’s 
generation). 

2. I could conduct a much more complex 
exercise of thinking about the height Y 
of the person’s father. For each possible 
value of Y , I could assign a value to the 
son’s expected height E(X | Y), and then I 
could average these values over possible 
values of Y . 

The theorem says that there is nothing to be 
gained from the second, more complex, process. 
It should give exactly the same prediction for X: 
the expectation of the conditional expectation is 
the unconditional expectation. 

Enough preamble! Let me now introduce my 
thing of beauty:

Var(X) = E{Var(X | Y)} + Var{E(X | Y)}

To persuade you of the perfection of this 
theorem, I need only point to the elegant 
symmetry of the right-hand side, where we have 
both the expectation of the conditional variance 
and the variance of the conditional expectation. 
Box 2 extends the analogy in Box 1 of a simple 
table of numbers to this new result, as an aid to 
seeing how it works. 

In order to add to the justification of my 
claim for this theorem, we should review some 
facts about variances. 

The variance Var(X) of a random variable X 
is defined to be the expected squared difference 
between X and its mean E(X). It is a measure of 
how uncertain we are of its value. The larger the 
variance, the further X is expected to be from its 
mean value and so the more unpredictable it is. 

A variance must be non-negative (because it 
is the expectation of a square, which cannot be 
negative). Var(X) can only be zero if X always 
equals its mean exactly, in which case it is not 
really a random quantity because it always takes 
the same value and is entirely predictable. For 
any genuine random quantity the variance is 
necessarily positive. 

Now consider again the example of son’s 
height X and father’s height Y. Gaining some 
relevant information about a random quantity 
should, at least on average, reduce our 
uncertainty about it. So knowing the father’s 
height Y should reduce my uncertainty about the 
son’s height X, meaning that Var(X | Y) should be 
less than Var(X), at least on average. That is, we 
should find that E{Var(X | Y)}

} 

is less than Var(X), 
and this is confirmed by the theorem because 
it says that Var(X) is the sum of two terms, 

Box 2

We can verify the beautiful variance formula using the table in Box 1. First calculate the variance 
of the numbers in the first column. This means subtracting the column mean (i.e. 11) from each 
number, adding up the squares of these differences and dividing the sum by 5. The sum of squares 
is 42

 
+22

 
+(–1)2 

 
= (–2)2

 
+(–5)2 

 
= 50, so the variance of the first column is 10. The variances of the 

other columns are found to be 28, 30 and 62. These are the values of Var(X | Y) and their average 
is E{Var(X | Y)}

 

= (10+28+30+62)/4 = 32.5. 
Next we need Var{E(X | Y)}, for which we recall the column means 11, 13, 16 and 20 from 

Box 1, together with the overall mean of 15. Subtracting 15 from each column mean, squaring 
the differences and summing these gives (–4)2 

 
= (–2)2

 
+ 12

 
+ 52 = 46. Dividing this by 4 gives 

Var{E(X | Y)} 
 

= 11.5. So the lovely variance formula says that Var(X) = 32.5 = 11.5 = 44. To check 
this, subtract the overall mean of 15 from every number in the table, square these differences, 
sum the squares and divide by 20. The answer is, of course, 44. 

© iStockphoto.com/HultonArchive



june201228

one of which is E{Var(X | Y)}. And crucially, the 
second term is a variance, so must be positive. 
Therefore, E{Var(X | Y)}

 

will indeed be less than 
Var(X). The only exception to this comes when 
E(X | Y) does not vary, which is when X and Y 
are quite unrelated. Again, this makes intuitive 
sense because if Y is completely unrelated to X 
then knowing its value is irrelevant and does not 
change or reduce my uncertainty about X. 

In the example of father and son heights, they 
obviously are related, so knowing the father’s 
height would indeed reduce my uncertainty 
about the son’s height. And now this brings us 
to why this example is of historical importance 
in statistics. 

The early statistician Francis Galton (see 
Significance, September 2011) measured the 
heights of children and of their parents, first 
in plants and then in humans1. He not only 
observed that tall fathers tended to have tall 
sons, but he also noticed a phenomenon that he 
named regression towards mediocrity (now more 

usually called regression towards the mean). He 
saw that although a father of above average 
height tended to have a son of above average 
height, the son’s height was on average less 
than the father’s. Similarly, the son of a shorter 
than average father tended to be shorter than 
average, but he also tended to be taller than 
his father. The phenomenon of regression to the 
mean was initially puzzling because it suggested 
that each generation would have offspring more 
nearly average than the previous generation, and 
that over many generations the offspring would 
eventually all be of more or less uniform height 
with hardly any variability at all. This did not 
make sense and was counter to observations 
which showed the sons being every bit as 
variable, on the whole, as their fathers. So what 
is going on? 

My beautiful theorem rides to the rescue! 
Suppose that the son’s expected height 

was the same as the father’s, that is, E(X | Y) = Y 
(see Figure 1). Notice first of all that my first, 
simpler, theorem now says that E

|

(X) = E(X | Y) = Y. 
That is, the unconditional average height of 
sons must be the same as that of the father’s; 
there is no change in overall average height from 
one generation to the next. But now apply my 
beautiful theorem:

Var(X)  = E{Var(X | Y)} + Var{E(X | Y)} 
= E{Var(X | Y)} + Var(Y)

This implies that the variation in son’s heights, 
Var(X), must be greater than the variation in 
father’s heights, Var(Y ) – unless the first term 
on the right-hand side is zero. That could only 
happen if knowing the father’s height removed 
all uncertainty about the son’s height, and so 
that sons had always to be exactly the same 
height as their fathers. That obviously does not 
happen. So the theorem says that if we did not 
have regression we would have to see variability 
growing from one generation to the next. 

With regression, it is true that the son’s 
mean height E(X | Y) varies less than the father’s 
height, so that Var{E(X | Y)} is less than Var(Y ), 
but we can still have variability constant over 
the generations, Var(X) = Var(Y ), because of 
the additional term E{Var(X | Y)}. In statistical 
regression analysis, this term is called the 

residual variance. The larger this is, the weaker is 
the correlation between X and Y, and the greater 
is the regression to the mean. At one extreme 
we have independence, son’s heights unrelated 
to father’s heights, and total regression because 
E(X | Y) = E(X) does not depend on father’s 
height Y . At the other extreme we have perfect 
correlation, son’s heights perfectly predicted 
by and exactly equal to father’s heights, and 
no regression. Constant variability across the 
generations is achieved for any amount of 
regression by the appropriate E{Var(X | Y)}. 

So my formula elegantly resolves the paradox 
of Galton’s regression to the mean. That is the 
beauty of it. 
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Figure 1. Most adult males in the UK have heights 
between 1.6 metres (about 5 feet 3 inches) and 1.9 
metres (about 6 feet 3 inches), with a mean of 1.75. 
(Similar figures apply in the USA and many other 
developed countries.) The black line represents the 
case of son’s height y equalling father’s height x. The 
blue line shows approximately what the average son’s 
height will in fact be, roughly half way between the 
father’s height and the average of 1.75. Thus a very 
tall father of height 1.9 would expect to have a son 
of height 1.825 (roughly 6 feet). On average, the son 
of a father of average height will also be of average 
height, but the red bars indicate the range. About 
three-quarters of sons of average-height fathers will 
lie within the range indicated by the central red bar, 
which is from 1.68 to 1.83. The red bars show how the 
variation in height is preserved from one generation 
to the next, adding spread to the diminished 
variation represented by the blue line (the regression 
to the mean). The beautiful conditional variance 
formula explains how the variance of son’s heights 
is made up of these two components, the variance 
of the conditional mean plus the variance around the 
conditional mean

Figure 2. The paradox deepens. If Galton had decided 
instead to investigate the average heights of 
fathers whose sons are of a given height, he would 
have found the green line. Reading now across the 
diagram, a son of height 1.9 metres would expect 
to have had a father of height 1.825, while a son 
of height 1.6 would have expected to have a father 
of height 1.675. We now see regression to the mean 
in the opposite direction, fathers appear to be less 
spread out than their sons and variation is actually 
increasing from father to son. In exactly the same set 
of data, Galton could show two opposite conclusions, 
both decreasing and increasing variation from one 
generation to the next! The explanation is the same 
in both cases: the conditional variance formula. If, 
as in Figure 1, we were to show the variation around 
the conditional mean, which would now be horizontal 
bars centred on the green line, we would see how the 
variance is preserved between the generations. (The 
fact that each generation has, in recent times, been 
a little taller on average than the last would not alter 
the basic story.)

Tall fathers tend to have less tall 
sons – so why do we not all end 

up the same height?




