
Introduction to R

There is a useful summary about R in appendix C of the Book "Bayesian Ideas and Data Analysis".
When using R, you can also �nd manuals of R from the menu of the software. Below is a short
summary of the things that are useful for the purpose of �rst Bayesian computations and plotting.
R-software itself can be found and downloaded freely from http://www.r-project.org/

R-commands can be entered at the command-line after prompt ">". For example, some basic calcu-
lations:

3*10+4�2

which produces the answer on the next line, after pressing "enter". You get the previously used com-
mand back to the command prompt by pressing the "up-arrow". To assign the result of this calculation
to a variable, you can type

x <- 3*10+4�2

In this case, R does not show the result but stores it to the variable named "x". You see the value of
x by typing

x

Often it is more useful to write your commands in a separate �le. Select "File" from R-menu, then
select "New script" to open a window for this. You can then edit a longer sequence of commands and
save it in a �le ("�lename.r"). The whole sequence of commands can then be copy-pasted from the win-
dow to the command prompt at once. (Or you can read them from the �le by source("filename.r")).

There are two assignment commands, either using "<-" or "=". In addition to scalars, such as x

above, we usually need also vectors, such as:

y <- c(57,2,999,10)

You can make a vector ("sequence"), for example, from values of 0 to 1 with steps 0.01 by

y <- seq(0,1,0.01)

There are many elementary functions that can be used with vectors or scalars, such as
sqrt(y), exp(y), mean(y), min(y), max(y), sum(y), length(y), var(y)

Try and see what these commands produce. You can �nd more help about these and other func-
tions in R by typing for example help(sqrt). There can be many optional arguments that you can
use with the functions. Most useful functions for our current purposes are plotting-functions and
density-functions. All standard distributions are available in R. These can be used for evaluating the
probability or probability density, or quantiles, or generating random values from the distribution.
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x <- rbinom(1000,6,0.5)

generates 1000 random values from Binomial(6,0.5)-distribution. To see the histogram of x type:

hist(x)

or the smoothed density of that random sample:

plot(density(x))

To plot vector of values y against another vector x of the same length, you �rst need to assign values
for these and then type plot(x,y). Every time, plot-command will erase the previous plot. To plot
multiple graphs in the same picture, you �rst use plot(x,y) and then points(x2,y2) for the other
plots to create overlapping plots. plot-command and points-command can include slightly di�erent
optional arguments. In plot, you can specify the picture frame bounds xlim, ylim and axis labels
xlab, ylab, and main title main, and choose either to plot as points or as line type, set line width
lwd and color col. See the example for plotting beta-density function:

x <- seq(0,1,0.01); y <- dbeta(x,3,8)

plot(x,y,main="this is Beta(3,8)",xlab="x-variable",ylab="Density function",

ylim=c(0,10),type="l",lwd=3,col="red")

All standard distributions follow the same basic syntax as here: dbeta for evaluating probability den-
sity of beta-distribution, rbeta for generating random sample, qbeta for evaluating quantiles, pbeta
to evaluate cumulative probability. See more with help. Be careful to check the correct speci�cation
of parameters in each distribution. Other useful operations are investigating the values contained
in a vector, and picking out particular values. For example, create a vector of random values x <-

rbinom(100,20,0.3), and then pick out and plot those values that were larger than 5:

xl <- x[x>5]

hist(xl)

hist(xl,0:20)

Obviously, you can select particular values from a vector also by x[5:9] to get values of the elements
from position 5 to 9. The selection method is useful for inspecting for example 2-dimensional random
samples (x, y). You can then plot the y-values corresponding to a particular x-value (x=5) by picking
them out as y[x==5]. If we have a large sample of (y, x) from some joint distribution π(y, x), then
this can be used to investigate the conditional distribution π(y | x = 5) from this empirical sample.
Many operations could be done using vectors directly, like y[x==5], but sometimes it is convenient to
calculate "element by element" using for-loops. These can be written like

for(i in 1:length(x)){ y[i] <- i*i+x[i] }

This requires that vector y exists before the assignment, so it needs to be an existing vector with some
values, or pre-de�ned as y <- numeric(). (Also x needs to contain some values). There are plenty of
other ways to do similar things, but with these we can do what is needed for most examples.
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